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Ontologies are useful for organizing large numbers of concepts having complex relation-
ships, such as the breadth of genetic and clinical knowledge in pharmacogenomics.  But be-
cause ontologies change and knowledge evolves, it is time consuming to maintain stable
mappings to external data sources that are in relational format.  We propose a method for
interfacing ontology models with data acquisition from external relational data sources.
This method uses a declarative interface between the ontology and the data source, and this
interface is modeled in the ontology and implemented using XML schema.  Data is imported
from the relational source into the ontology using XML, and data integrity is checked by
validating the XML submission with an XML schema.  We have implemented this approach
in PharmGKB (http://www.pharmgkb.org/), a pharmacogenetics knowledge base.  Our
goals were to (1) import genetic sequence data, collected in relational format, into the
pharmacogenetics ontology, and (2) automate the process of updating the links between the
ontology and data acquisition when the ontology changes.  We tested our approach by link-
ing PharmGKB with data acquisition from a relational model of genetic sequence informa-
tion.  The ontology subsequently evolved, and we were able to rapidly update our interface
with the external data and continue acquiring the data.  Similar approaches may be helpful
for integrating other heterogeneous information sources in order make the diversity of
pharmacogenetics data amenable to computational analysis.

1 Introduction

1.1 Pharmacogenetics and the need to connect diverse data

Connecting genotype and phenotype data is the quest of pharmacogenetics*—a
discipline that seeks to understand how inherited genetic differences among people
influence their response to drugs.  Discovering important relationships between
genes and drugs could lead to personalized medicine, where drug therapy is custom-
ized according to the genetic constitution of the patient.  Thus, there is great inter-
est in rapidly acquiring genotype and phenotype data in many individuals, and
clinical trials in the future will routinely collect genotype as well as phenotype
information.1

Modern experimental methods such as high-throughput DNA sequencing tech-
niques and gene-expression microarrays are contributing detailed genetic and pheno-
typic information at a rapid rate.2,3  These abundant and diverse data are a rich
source for developing a comprehensive picture of relationships among genes and
                                                
*We will consider the term “pharmacogenomics” to be equivalent to “pharmacogenet-
ics.”
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drugs, but they also create new and complex problems for data integration and
interpretation.  The plethora of diverse databases having genomic,4-7 cellular,8 and
phenotype information9 exacerbates this complexity.  Even within a given class of
database, such as those containing genetic sequence data, the organization, termi-
nologies, and data models differ.6,7,10  It is difficult to integrate heterogeneous data-
bases, and standards are not easily adopted.3

In response to the need for an integrated resource for pharmacogenetics research,
the National Institutes of Health funded the Pharmacogenetics Research Network
and Knowledge Base initiative, including the pharmacogenetics knowledge base
(PharmGKB).11  The goal of the PharmGKB project is to develop a knowledge base
that can become a national resource containing high quality publicly-accessible
pharmacogenetics data that connects genotype, molecular/cellular phenotype, and
clinical phenotype information.  The challenge for PharmGKB is to integrate a wide
scope of genetic and phenotypic information.

1.2 Integrating data in ontologies

To integrate diverse genetic, cellular phenotypic, and clinical information, it is
necessary to develop a data model that specifies the pertinent concepts, the seman-
tics of these concepts, and the relationships among them.  Because biological un-
derstandings evolve, and new types of information continue to emerge after a data-
base design is established, the data model changes.  However, when the data model
changes, the links to outside sources of data must be updated, which can be a time-
consuming process.

Ontologies are models that describe concepts and the relationships among
them, combining an abstraction hierarchy of concepts with a semantic network of
relationships. Ontologies are flexible and highly expressive, and have been useful
for building knowledge bases in biology,12-15 as well as in the PharmGKB project.16

A disadvantage of ontologies is that network and hierarchical data models are
very different from flat tabular relational models, and ontologies are not easily
integrated with relational data sources; yet the latter are predominant in most biol-
ogy databases4,7,17 and experimental laboratories today.  This is not a problem when
the ontologies are relatively stable, do not change once data acquisition begins, and
are manually curated to ensure integrity of the data.14,15  But while developing the
ontology for PharmGKB, it became clear that it will continue to change as our
understanding of the concepts and relationships in pharmacogenetics data evolves.
Furthermore, many biomedical scientists think about their data in terms of tables (a
relational view), not in terms of ontologies.  Our challenge, therefore, is to develop
a robust interface between relational data acquisition and the PharmGKB ontology.
We also sought a method that would automate updating this interface when the
ontology changes.

1.3 XML and data exchange

Extensible Markup Language (XML18) is useful as a data representation scheme19-21

and for exchanging data between resources and databases.22-24  XML provides a
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general framework for exchanging data between resources because it is extensible,
readable by humans, unambiguously parsed by computers, and can be formally
defined using a document type definition (DTD) or XML schema.  XML schema25

is a more powerful language for defining XML formats.  XML schema is superior
to a DTD for expressing constraints because XML schemas specify not only the
structure but also the data type of each element and attribute.  XML schemas are
written in XML, and thus are self-describing and easier to understand than a DTD.
XML schemas are also extensible, permitting authors to develop customized con-
straints.

Data integration requires access to a variety of data sources through a single
mediated schema.  A major difficulty with integrating data from outside sources is
the laborious manual construction of semantic mappings between the source sche-
mas and the mediated schema.  It is also necessary to validate the incoming data
against the legal ranges for each field in the importing database.  If we were to
develop an XML schema to serve as the mediating schema, this would address the
problem of validating the structure and content of incoming data.  But we would
still need to have a way of defining the content in the XML schema.  Ideally, the
XML schema should be defined from information in the PharmGKB ontology.  We
have developed a method for using an ontology to define a mediating XML
schema.

2 Method

2.1 Overview of our method

Our method consists of several components that are shown schematically in Fig-
ure 1.  The first component is the PharmGKB ontology, which contains the con-
cepts (classes) that describe the domain of pharmacogenetics, and it also models the
relationships among the classes (Figure 2, left side).  Data are stored in the ontol-
ogy by creating instances of these classes and storing the data in the appropriate
slots (named attributes that store data) associated with the instances.  To specify a
relationship between instances, we connect them by assigning one instance to the
slot value in the other instance.  For example, a PCR assay submission has rela-
tionships to two instances:  a forward PCR primer and a reverse PCR primer (Fig-
ure 2, right side).  This relationship allows us to specify the particular primers used
in a PCR assay.

The second component of our system is the XML schema (Figure 1), which is
derived from the ontology and used as an interface between data acquisition and the
ontology.  The ontology contains a declarative representation of data constraints
that are used to define validation constraints on incoming data, and to create the
XML schema.  This component includes an XML parser that validates incoming
XML documents against the schema, creates new instances in the ontology and
assigns their slot values from data in the parsed XML document, and creates the
necessary links among the instances.
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The third component in our method is an XML translator that converts external
incoming relational data from an HTML web form into XML.  It is also possible to
submit data directly from a relational data source if the data are put into an XML
document that is valid against the XML schema.

2.2 Ontology model of genetic information and data validity constraints

We initially developed and refined the PharmGKB ontology of genetic sequence
data through a process of iterative refinement, where we evaluated the data currently
available in genetic sequence databases as well as sample data from two study cen-
ters in the PharmGKB network, built a preliminary model, and subsequently re-
evaluated and revised the ontology.  The ontology was developed using the Protégé
suite of tools.26  Protégé has a graphical user interface for editing ontologies.  It is
designed for rapidly evolving knowledge bases, which made managing changes to
the ontology easier for us. The tool set also made the ontology readily available to
application programs that use the ontology.  

Application Layer:
API Programs

Frame
API

<?xmlversion="1.0"?>
<SUBMISSION>
<Gene>
<GeneName>
HNMT

< /GeneName>
</Gene>

</SUBMISSION>

Middle Translation Layer:
XML Document & Validation

Data Entry Layer:
HTML Form

Relational Data
Storage

PharmGKB Ontology
Instance-based storage

<xsd:element name=
"Gene">
<xsd:complexType>

<xsd:sequence>
< /xsd:sequence>

< /xsd:complexType>
< /xsd:element>

XML Schema 
(derived from 

ontology)

Translation 
to / from 

XML

XML 
Validation

Create 
Instances

Figure 1.  Model for data acquisition in PharmGKB. The PharmGKB ontology (above left) is a network
of interrelated classes (upper circles) and instances (lower circles), which store data in slots (not
shown).  Data to be integrated from an external sources (either web forms or relational schemas) is
transmitted in an XML document whose syntax is specified by an XML schema (the latter is derived
from the ontology).  The data in the XML document is stored in instances in PharmGKB that are cre-
ated when the document is processed by the XML parsing module.
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The ontology includes slots that contain data submitted to PharmGKB (“XML
schema slots”) and slots that are used for internal purposes in the knowledge base
(“administrative slots”).  For example, in the PCR_Assay_Submissions class (Fig-
ure 2), the StsId slot contains an STS identifier; the HasBeenValidated slot is used
internally by PharmGKB to ascertain whether existing instances of
PCR_Assay_Submissions have passed higher-level data validations.

After the ontology was built, we added these declarative constraints to the on-
tology (they define the XML schema used to validate data submitted to
PharmGKB):
• A list of XML schema slots and the order they are to appear in XML docu-

ments
• The required data type for each XML schema slot (integer, string, instance,

etc.)
• The cardinality (single or multiple) of each XML schema slot
• A flag indicating if a value is required or optional for each XML schema slot.

Figure 2 (right panel) shows how these constraints are represented in the ontol-
ogy.  Constraints such as data type, cardinality, and whether the data are optional or
required are stored with the slot that will contain the corresponding data.  Our
method uses the following convention for naming XML elements:  class and slot
names are the same in the XML schema.  The names of slots and classes are glob-
ally unique in PharmGKB, which prevents naming conflicts.  Thus, the ontology
in Figure 2 can be interpreted as a declarative representation of an XML schema.

Figure 2.  View of part of the PharmGKB model in the Protégé graphical user interface demonstrating
both the ontology and constraints that specify the XML schema. The left panel displays the hierarchy of
classes making up the ontology. Each class has slots that store data in the ontology.  The slots for the
“PCR_Assay_Submissions” class are shown (right top panel). Constraints on the values for data submit-
ted are stored with the slots that store that data (MethodSubmission is an instance, it is required, and is
multiple cardinality; DbStsId is a string, single-cardinality, and not required; these constraints are stored
with each slot as seen in the right top panel). Some of the slots have values that are instances from other
classes; for example, the slot “ForwardPCRPrimer” has a range of “Forward_PCR_Primer”, the latter
being another class in the ontology (seen in the top of the left panel).  Some of the slots in the ontology
are used for administrative purposes; those that are used for data acquisition from outside sources are
listed in the lower right panel, “XmlSchemaElements” in the order required in the XML document.
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2.3 Creating the XML schema

In order to generate an XML schema from the ontology, there must be a convention
for naming and organizing the XML elements and attributes.  To preserve the de-
sired close connection between the ontology class/slot structure and the XML
schema, we organized the XML schema into a set of nested elements having no
attributes.  The name of the outermost XML element is always the name of a class
in the ontology, and each of a series of sub-elements is given the same name as the
corresponding slot in that class. The data being submitted is contained within these
sub-elements (Figure 3A).

Once the ontology is built and the constraints on data values are declared, the
XML schema is sufficiently determined, and it can be compiled directly from the
ontology (Figure 3).  There is actually more than one way to write equivalent XML

schemas, so we cannot say the XML schema is completely determined.  In Figure
3B, for example, specification of the required value constraints could have been
placed within the XML schema elements that use them, without needing a separate
declaration.  The alternative ways of writing the XML schema convey the same
constraints, so we assert that to the extent that it encodes constraints on content and
data validations, the XML schema is sufficiently determined.  

For this study, we generated the XML schema by copying the content and data
constraints from the ontology directly into the XML schema; we are developing a
program to generate the XML schema automatically from the ontology.  The current

Figure 3.  A: An excerpt of the XML schema defining the format and constraints for submitting PCR
assay data (not all the element definitions are shown).  Note that the name of the outermost element
matches the name of a class in the ontology (Figure 1, left panel), while the names of the sub-elements
match the names of the XML schema slots in the ontology (Figure 1, right panel).  For each of these
sub-elements, the data type, cardinality, and required/optional status matches that specified in the
ontology (Figure 1, right panel).  B, C: XML schema defining custom data types:  a string that must not
be blank (B) and an integer value that is required (C).

A<xsd:element name="PCR_Assay_Submissions">
<xsd:complexType>

<xsd:sequence>
<xsd:element name="Comment" type="xsd:string" minOccurs="0" maxOccurs="1"/>
<xsd:element name="DisplayName" type="NonblankString" minOccurs="1" maxOccurs="1"/>
<xsd:element name="ExperimentalRegionSubmission" type="NonblankString"
minOccurs="1" maxOccurs="1"/>

<xsd:element ref="ForwardPcrPrimer" minOccurs="1" maxOccurs="1"/>
<xsd:element ref="ReversePcrPrimer" minOccurs="1" maxOccurs="1"/>
<xsd:element name="MethodSubmission" type="NonblankString" minOccurs="1" maxOccurs="1"/>
<xsd:element name="FirstPositionInInterrogatedRange" type="NonblankInteger" minOccurs="1" maxOccurs="1"/>

<xsd:element name="StsId" type="xsd:string" minOccurs="0" maxOccurs="1"/>
< /xsd:sequence>

< /xsd:complexType>
< /xsd:element>

B<xsd:simpleType name="NonblankString"> C<xsd:simpleType name="NonblankInteger">
<xsd:restriction base="xsd:string"> <xsd:restriction base="xsd:integer">

<xsd:minLength value="1"/> <xsd:minInclusive value="0"/>
< /xsd:restriction> < /xsd:restriction>

< /xsd:simpleType> < /xsd:simpleType>
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XML schema for PharmGKB is available at   http://www.pharmgkb.org/xml-  
schemas.html  .  

2.4 Data acquisition

Data acquired from external relational data sources must be put into an XML
document that uses the syntax specified by XML schema.  Generally, this is a
direct mapping from columns in a relational table to the appropriate elements in the
XML schema.  Because the organization of the XML schema parallels the structure
of the ontology, creating an XML document involves collecting the data pertaining
to each class in the ontology for which data is to be submitted.  For example, to
submit data for a PCR assay, a single PCR_Assay_Submissions element and its
sub-elements are created (Figure 3A), and all the necessary data can be provided in a

flat list that is similar to relational structures.  Note that some submissions refer to
preexisting instances in PharmGKB (e.g., a PCR_Assay_Submissions instance
refers to forward and reverse primers).  All instances have a slot named “Display-
Name” which is used as the handle to the instance.  If the value of an XML element
is an instance in PharmGKB, then the DisplayName of the instance is provided.  If
that instance needs to be created at the time of the submission, the data for that
instance is provided either by nesting additional elements in the XML file (as is the
case for forward and reverse primers in Figure 3A), or as an additional XML ele-
ment preceding the one that refers to it.  In general, relational data to be input into
PharmGKB can be directly mapped to a set of XML elements.

Figure 4.  Portions of the HTML web form used for submitting PCR assay data to PharmGKB.  Data in
the form of strings and numbers are directly entered on the form.  Values representing instances in
PharmGKB are selected from pull-down menus that list all the relevant objects currently in PharmGKB.
If a new object needs to be created, there is either a separate web form, or there are additional fields
on the same web form for that purpose.  Top half of figure shows the top of the form.  Lower half of
figure shows fields for entering information for new forward and reverse (not shown) PCR primers.
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We created a set of HTML data entry forms to simplify the task of entering
data into PharmGKB.  The types of forms follow the types of classes in the ontol-
ogy (Figure 1):  There are separate forms for submitting genes, sequences, PCR
assays, etc.  In cases where a submission will create more than one instance in the
ontology, all the required fields are supplied on the form.  For example, for PCR
assay submissions, there are fields for the specifics of the assay (Figure 4, top of
figure) as well as for the forward and reverse primers (Figure 4, bottom of figure).
The parsing module creates the necessary instances and links them (the instance for
the assay is linked to instances for the forward and reverse primers).

2.5 Ontology evolution and propagating changes

The challenge of using an interface is updating it when the ontology changes.  Our
method automates the process of updating the XML schema interface.  In our on-
tology design, there are two kinds of slots (see section 2.2): XML schema slots and
administrative slots.  If the change in ontology structure affects only administrative
slots, then there will be no change in the XML schema or data acquisition.  If the
change affects XML schema slots, then a new XML schema must be created.  Be-
cause the XML schema is directly determined from the ontology, changes to XML
schema slots in the ontology can be directly transferred to the XML schema.  At the
time a new version of the ontology is created, a new version of the XML schema
can be immediately produced, so new data can be submitted to PharmGKB using
the new version of the XML schema.  All XML schemas have a required element
that stores a version number so that all incoming XML documents can be identified
with respect to version of the schema.

3 Evaluation

We have tested our approach by implementing it in a production system.
PharmGKB accepts data from multiple study centers.  They submit data either
through web forms (Figure 4) or by direct submission of XML files.  The study
centers provided copies of their raw data; this confirmed that they organize and store
their data in a tabular format (Figure 5).  We tested the ability of our system to
acquire their data by requesting one of the study centers to submit the same data in
an XML file.  Because the data model in the XML schema is similar to a flat file
structure and the XML element names describe the data they contain, tabular rela-
tional data was directly translated into XML.  In an initial draft of their XML sub-
mission, some of the required data values were missing—this was discovered when
the XML document was validated against the XML schema.  
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After the omissions were corrected, the file was successfully imported into
PharmGKB.  We subsequently submitted a query to PharmGKB to view some of
the polymorphism data for exon 4 of HNMT (Figure 5).  This confirmed that the
data had been successfully imported.  While PharmGKB reports are tabular, the data
is stored in the ontology as a set of interlinked instances; the links are automati-
cally created while parsing the XML document.

Our ontology evolved after we began collecting data; occasionally, a new field
was added, or the constraints on a data value type changed.  When this happened,
we generated a new XML schema after modifying the ontology and published it on
the PharmGKB web site.  To date, this approach to automating the updating of the
XML schema interface has been successful and appears to be scaling well.

4 Discussion

Pharmacogenetics spans a broad range of information which must be synthe-
sized in order to find possible connections between genotype and drug response.
Ontologies are useful for modelling complex domains such as pharmacogenetics,
and their benefits in bioinformatics have been previously described.14,15  Most of the
existing biology data resources are databases rather than knowledge bases:  they
describe miscellaneous objects according to the database schema, but no representa-
tion of the general concepts and their relationships is given.27  Because of the large
number of diverse concepts and relationships among them in pharmacogenetics, the
PharmGKB data model is based on an ontology.16

Our work addresses the problem of creating a robust interface between an on-
tology and data acquisition for that ontology, such that when the ontology changes,
the process of updating the interface can be automated.  Our approach involves (1)
using an XML schema to define the mapping from data acquisition to the ontology,
(2) encoding the constraints that define the XML schema directly into the ontology,
and (3) designing the XML schema to have related data are grouped together so that
users submitting data can map their relational data directly into an XML document.

The approach taken to data integration in databases has been to either create a
data warehouse28 or create mappings between the sources.29  Static mappings applied
to ontologies would be difficult to maintain as the ontology changes.  In our
method, we establish a “common data model,” specified in XML schema, shared by
the ontology and an external relational data source (the study centers).  Common
data models have been used previously with relational databases.21  We chose XML
because it is self-describing, flexible, it can closely reflect ontology models, and it
can facilitate semantic interoperability.30

Data acquisition for an ontology is usually done by a user who creates
instances and fills in their slot values directly.14,15  Collecting data as instances
makes sense if one has an intimate understanding of the ontology and the user’s

Figure 5.  Display of a summary of the polymorphism data in PharmGKB (right) after importing the
data (left).  Although this display appears similar to the format of the raw data, the data is actually
stored as a set of linked instances in the PharmGKB ontology.  This is a partial display of the imported
data
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model of the data is instance-based.  But scientists who collect experimental data
usually think in terms of tables, not in terms of instances in an ontology.  When
submitting data on PCR assays, the primers are part of the information about the
assay; in the PharmGKB ontology, the primers are separate data objects.  It is
simpler for the user to submit data about primers and PCR assays together, rather
than submitting primer information before sending the other data about the PCR
assay.

Our solution is to provide an XML schema interface to the ontology that maps
directly to the experimental data being collected.  Our XML schema nests elements
from classes having related information beneath the main submission class.  For
example, for PCR assays, the elements related to primer submissions are nested
beneath those for PCR assay submissions.  In this way, the user has a submission
interface to PharmGKB that looks relational (Figure 4) while preserving the infor-
mation required to store the data in a rich hierarchical ontology.  We are not aware
of a similar approach taken for integrating ontologies with external information.

The benefit of our method is that we can automate the process of updating our
interface to data acquisition when the ontology changes—we simply update the
XML schema.  Because the XML schema is defined from metadata in the ontology,
changes to the ontology can be immediately ported into a new version of the XML
schema.  We are also developing software to make this happen automatically.  The
user submitting data will still have to update the mappings from their data to the
new XML schema, but the XML schema interface resembles a tabular representation
that is closer to their own than the ontology.

Our evaluation to date is preliminary.  We have shown our approach is feasible
and has been successful with real data from one of the study centers.  We plan to
perform a more complete evaluation of our methodology, a task that will be possi-
ble as more study centers begin submitting data to PharmGKB.

A limitation of our method is that changes to XML schemas are generally not
backward compatible with older XML documents that were created according to a
previous version of the XML schema.  This means that older XML documents that
have previously been processed cannot be re-processed under the new schema.  In
addition, our method requires all users to keep current with the latest version of the
XML schema.  These limitations are typical of any system that declares a standard
interface between two different components.  However, the benefits of having a
standard interface generally outweigh these limitations.  In particular, the benefit of
being able to integrate outside information in PharmGKB is vital to the project.
Furthermore, a new version of the XML schema is automatically defined as the
ontology changes, so the effort of maintaining a current interface is much less than
the work that would be involved in manually establishing new mappings between
the data and the ontology as the ontology changes.

In conclusion, we have developed a method for integrating an ontology of
pharmacogenetics with data input from external sources.  Our method allows us to
preserve a relational view of the data in creating our interface, and it uses XML that
keeps the data in a clear, human-readable format.  Our approach appears promising
with respect to being able to preserve the link between the ontology and external
sources even as the ontology evolves and changes.  We will use this method for
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integrating PharmGKB with other resources, and our methods could be applicable
to data integration for ontologies in other domains.
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